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Abstract. Experiments and natural experiments are powerful tools for causal
inference, but the standard difference-in-means estimator can be biased when the
outcomes of certain units are undefined or unobserved. This problem arises in
studies across a wide range of fields, including epidemiology, economics, political
science, and psychology. Put simply, the initial randomization of treatment does
not guarantee that the treated and control units with observed outcomes will be
comparable. In this paper, I formally derive an expression for attrition bias and
clarify under what conditions it will arise. I then analyze several major studies that
face different versions of the attrition problem and outline some strategies that the
researchers could use to address it. These examples are primarily from natural
experiments in international relations, although they illustrate similar problems
faced by many other studies in different fields. The examples show that the best
solution usually depends on the question of interest and the version of the attrition
problem that researchers face.

Personal Incumbency advantage
In this paper, I discuss several versions of the missing outcomes problem that each

present different challenges to researchers.
All the information that an experiment gives you is about the difference in means

between the treated and control units
Test statistic-Means of treated and control-Ignoring NAs
Question-Is the presence of NAs enough to account for the difference in means
Death is a mechanism

The Potential Outcomes Framework and the Attrition Problem

The Rubin Causal Model. Rubin (1974) proposed a clear framework for under-
standing how experiments can be used for causal inference. Assume that there are n
units, each with a potential outcome under treatment (Yit) and a potential outcome
under control (Yic). The Average Treatment Effect (τ) is defined as the average dif-
ference in these potential outcomes across all the units: τ = 1

n

∑
i(Yit − Yic). We

cannot compute τ directly, since we only observe Yit or Yic for each unit, depending
on whether that unit was assigned to treatment or control. Thus, causal inference
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is a missing data problem. Randomized treatment assignment allows researchers to
estimate τ without bias by providing random samples from the Yit’s and Yic’s. It also
makes it very straightforward to calculate the probability of seeing a τ̂ as extreme
or more extreme than the observed one under the assumption that τ = 0.

Missing Outcomes. An attrition problem arises when some units do not have
observable numerical outcomes under both treatment and control. Outcomes can be
missing for one of two reasons. First, they may be undefined. For instance, a draftee
who died in Vietnam would have no defined income in 1980. It would make little
sense to define this person’s income at $0, since being dead is very different than
being unemployed. Second, outcomes may be unobserved. If the researchers knew
that a draftee was alive, but he was unwilling to report his income, then his outcome
would be defined but unobserved.

Further complications can arise when researchers do not know whether their miss-
ing outcomes are undefined or unobserved, or when they lack basic knowledge about
what units were initially in the sample before attrition. Unfortunately, these prob-
lems occur in many studies. However, they are not key to understanding the funda-
mental sources of bias that arise when outcomes are missing, so I will discuss them
in the next section.

Average Treatment Effect Under Attrition. Assume that there are n units in
the sample at the time of randomization, and m of them are assigned the treatment
group. Each unit’s treatment status is denoted as Ti ∈ {0, 1}. Furthermore, each
units potential outcomes can be defined or undefined, Dit, Dic ∈ {0, 1}, and observed
or unobserved, Oit, Oic ∈ {0, 1}.

The the usual difference in means estimator may be biased if there are unobserved
outcomes, as I will show shortly, but a more fundamental problem arises when poten-
tial outcomes are undefined. Note that τi = Yit−Yic only exists if Unit i has defined
potential outcomes under both treatment and control. Thus, if any unit has an un-
defined potential outcome, then the Average Treatment Effect (τ = 1

n

∑
i(Yit − Yic))

is undefined. In other words, the standard parameter of interest in a normal ex-
periment simply does not exist if any units have undefined potential outcomes, and
researchers will have to choose something else to estimate.

Difference in World Averages. One parameter that is still exists when potential
outcomes are undefined is the Difference in World Averages (DIWA): E[Yit|Dit =
1] − E[Yic|Dic = 1]. DIWA is the mean difference between the defined outcomes
in the world where all units are assigned to treatment and the defined outcomes
in the world where all units are assigned to control. Suppose that a dictator ran
an experiment to see how participation in war affected support for his regime. The
DIWA would be the average level of support for the survivors when the entire sample
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went to war minus the the average level of support for the survivors when the entire
sample stayed home.

Researchers can also estimate the Restricted Average Treatment Effect (RATE),
which is the treatment effect for units that would survey under both treatment and
control. This parameter is written as RATE = E[Yit − Yic|Dit, Dic = 1]. Zhang
and Rubin (2003) call this parameter the Surviver Average Causal Effect (SACE). I
break from this terminology because units may have undefined potential outcomes
for reasons other than death.

Note that when all units have definite potential outcomes, the ATE equals the
RATE and the DIWA. However, when there are any undefined potential outcomes,
the ATE is undefined and the RATE and DIWA will not necessarily be equal.

Deriving the Bias. We can now calculate the bias of the normal difference in means
estimator when attrition is present with respect to the DIWA and the RATE. The
difference in means estimator is written as

τ̂ = Avg(Yit|Ti = 1, Dit = 1, Oit = 1)− Avg(Yic|Ti = 0, Dic = 1, Oic = 1)

The expected value of τ̂ is easily calculated after noting that

E[Avg(Yit|Ti = 1, Dit = 1, Oit = 1)] = 1∑n
i=1 DitOit

∑n
i=1 YitDitOit

E[Avg(Yic|Ti = 0, Dit = 1, Oic = 1)] = 1∑n
i=1 DitOic

∑n
i=1 YicDitOic

So

E[τ̂ ] = 1∑n
i=1 DitOit

∑n
i=1 YitDitOit − 1∑n

i=1 DitOic

∑n
i=1 YicDitOic

In comparison, the DIWA can be written as

and the RATE can be written as

RATE = E[Yit − Yic|Dit, Dic = 1]

RATE = E[Yit|Dit, Dic = 1]− E[Yic|Dit, Dic = 1]

RATE = 1∑n
i=1 DitDic

∑n
i=1 YitDitDic − 1∑n

i=1 DitDic

∑n
i=1 YicDitDic

So the bias of the normal difference in means estimator is

Bias(τ̂) = E[τ̂ ] - RATE
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Bias(τ̂) = 1∑n
i=1 DitOit

∑n
i=1 YitDitOit − 1∑n

i=1 DitOic

∑n
i=1 YicDitOic−

[ 1∑n
i=1 DitDic

∑n
i=1 YitDitDic − 1∑n

i=1 DitDic

∑n
i=1 YicDitDic]

Bias(τ̂) = 1∑n
i=1 DitOit

∑n
i=1 YitDitOit − 1∑n

i=1 DitDic

∑n
i=1 YitDitDic−

[ 1∑n
i=1 DitOic

∑n
i=1 YicDitOic − 1∑n

i=1 DitDic

∑n
i=1 YicDitDic]

So there will be no bias when the average of the defined and observable Yit’s equals
the average of the Yit’s for units with defined potential outcomes under both treat-
ment and control, and the same holds true for the Yic’s, or when the differences are
offsetting.

More specifically, unbiasedness will generally hold under two scenarios.

τ̂ = Avg(Yit|Ti = 1, Dit = 1, Oit = 1)− Avg(Yic|Ti = 0, Dic = 1, Oic = 1)
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τ̂ = Avg(Yit|Ti = 1, Oit = 1)− Avg(Yic|Ti = 0, Oic = 1)

It is fairly simple to see that

E[Avg(Yit|Ti = 1, Oit = 1)] = 1∑n
i=1 Oit

∑n
i=1 YitOit

E[Avg(Yic|Ti = 0, Oic = 1)] = 1∑n
i=1 Oic

∑n
i=1 YicOic

So

E[τ̂ ] = 1∑n
i=1 Oit

∑n
i=1 YitOit − 1∑n

i=1 Oic

∑n
i=1 YicOic

Comparing the Normal Difference in Means Estimator to the RATE

RATE= E[Yit − Yic|Dit, Dic = 1]

RATE= E[Yit|Dit, Dic = 1]− E[Yic|Dit, Dic = 1]

RATE= 1∑n
i=1 DitDic

∑n
i=1 YitDitDic − 1∑n

i=1 DitDic

∑n
i=1 YicDitDic

Bias of the Normal Difference in Means Estimator

Bias = E[τ̂ ]−RATE

Bias = 1∑n
i=1 Oit

∑n
i=1 YitOit− 1∑n

i=1 Oic

∑n
i=1 YicOic−[ 1∑n

i=1 DitDic

∑n
i=1 YitDitDic− 1∑n

i=1 DitDic

∑n
i=1 YicDitDic]

Bias = 1∑n
i=1 Oit

∑n
i=1 YitOit− 1∑n

i=1 DitDic

∑n
i=1 YitDitDic+

1∑n
i=1 DitDic

∑n
i=1 YicDitDic−

1∑n
i=1 Oic

∑n
i=1 YicOic

Condition: Bias=0 if for all i such that Dit = 1, Yit ⊥ {Oit, Dic}, and for all i such that
Dic = 1, Yic ⊥ {Oic, Dit}.

First Scenario Where This Condition Generally Holds

All units start with potential outcomes under treatment and control, but some become
undefined or missing randomly.

Put formally, if Y ∗
it , Y

∗
ic are the potential outcomes before attrition

{Y ∗
it , Y

∗
ic} ⊥ D,O

In other words, attrition is as-if random.
What if treatment does not affect D or O for any unit?
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Bias(τ̂) = 1∑n
i=1 Oit

∑n
i=1 YitOit − 1∑n

i=1 Oic

∑n
i=1 YicOic − [ 1∑n

i=1 DitDic

∑n
i=1 YitDitDic −

1∑n
i=1 DitDic

∑n
i=1 YicDitDic]

Oit = Oic and Dit = Dic for all i.

Bias = 1∑n
i=1 Oi

∑n
i=1Oi[Yit − Yic]− 1∑n

i=1 Di

∑n
i=1Di[Yit − Yic]

So there will still be bias if the units with observed outcomes have a different treatment
effect than all the units with defined outcomes.

Scenario 2: Unbiased if the treatment does not affect D or O for any unit and there is
no heterogenous treatment effect for the units with observed outcomes.

When one of these conditions holds, attrition is ignorable.

Scenario 1: Attrition is as-if random.

(Hard to imagine any example where this assumption is plausible)

Scenario 2: The treatment does not affect D or O for any unit and there is no heteroge-
nous treatment effect for the units with observed outcomes.

(Weak treatment and strong belief that sample of units with observed outcomes are
representative of all units with defined potential outcomes)

Bottom Line: In most situations, attrition is not ignorable.

1. The Problem of Attrition

τ̂ = 1
m

∑
yit − 1

n−m

∑
yic

1. The average effect across all subjects
2. The average effect for subjects in the control group with observed outcomes
3. The average effect for subjects in the treatment group with observed outcomes
4. The average effect for subjects whose outcome would be observed in both the treatment

and control group
Note that the first of three of these parameters are defined if death is modeled as prob-

abilistic, whereas the last exists if death is modeled as deterministic.
1. If death is as-if random, the above parameters are equivalent asymptotically. They

may be slightly different in finite samples, which is general problem faced by all experiments.
Moreover, these parameters can be estimated unbiasedly by taking the difference between
the means of the treated and control units with observed outcomes

2. If death is not as-if random, the difference between the means of the treated and
control units with observed outcomes is not guaranteed to be an unbiased estimate of any
of these quantities.
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3. The first parameter is the easiest to bound, while the fourth is the hardest to bound.
Proofs of these statements are in the appendix, although I will elaborate more on the

third point here. It might seem counterintuitive that it is easier to bound the average
effect for all subjects than the average effect for some subpopulation. The reason is that
when estimating the effect across the entire sample, you only have to impute data for
the observations that are missing. When dealing with a particular subgroup, you have to
impute data but also consider which units

My analysis is not intended to discourage researchers from using natural experiments, but
to highlight this subtle but important problem that natural experiments in international
relations face and offer techniques that can sometimes be used to overcome it.

My argument also applies to non-random attrition in real experiments. However, these
studies rarely face serious attrition problems because researchers usually do not have the
opportunity to randomly assign a treatment that will alter subjects probability of dying in
any significant way. In most real experiments, it is safe to assume that treatment assignment
is independent of probability of death. Of course, the exception is randomized experiments
in medicine

First, write out mathematically where the source of the bias is coming from.
Solution 1-Provide Bounds-Need to know who died
Solution 2-Redefine the treatment effect
Have a graph showing differences in expected size of treatment and control groups for a

number of studies to show that people in the treatment groups are dying at higher rates.
Applicable to bombings, drafts,
Use a double matching technique for Laura’s paper-maybe
discontinuities created by age cut-offs for conscription
Can combat experience foster organizational skills that engender political collective ac-

tion? We use the arbitrary assignment of troops to combat in World War II to identify
the effect of combat experience on two channels that change local ethnic composition and
future political control: ethnic cleansing and co-ethnic immigration. During the Parti-
tion of South Asia, we find that ethnically mixed districts whose veterans were exposed to
greater combat exhibited greater co-ethnic immigration and minority ethnic cleansing, with
minority out-migration achieved with lower loss-of-life. Further, where ethnic groups had
been in complementary economic roles or the minority received greater combat experience,
there was less ethnic cleansing. We interpret these results as reflecting the strategic role of
ethnic cleansing and co-ethnic immigration by groups seeking political control and the role
of combat experience in enhancing organizational skills at credibly threatening violence and
engaging in collective action.

For each unit, estimate the predicted survival probability under treatment and control
Survivor Treatment Effect
Combined Survivor Treatment Effect
For ATE, you need the assumption that the bombs are killing people randomly.
Real Parameters: How does getting bombed affect whether you will be living in Britain

70 years later and having resentment towards Germans. How does it affect whether you
will be living in Britain 70 years later and not having resentment towards Germans.
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First way things can be okay-treatment assignment has no effect on missingness. Not
the same as death is as-if random-that doesn’t make sense

Blattman 2009
Twenty percent of male abductees did not return and, sadly, can be presumed perished

(as few remain with the LRA). The remaining 80% escaped, were released, or were rescued
after periods of 1 day to ten years. Roughly half of these ÒreturneesÓ were de- mobilized
by the Ugandan army (the UPDF), and two 2 This account is based on Allen (2005),
Beber and Blattman (2008), Behrend (1999), Doom and Vlassenroot (1999), Finnstro? m
(2008b), Lamwaka (2002), and Omara-Otunnu (1994). in five returnees passed through a
Òreception centerÓ that provided basic health services, family relocation, and reinsertion.
In 2006, the Government of Uganda and the LRA reached a fragile truce. Peace talks broke
down in 2008.

Hazlett 2013
People who are badly injured vs. people who are not. In contrast, selection pressures

that occur differentially depending on whether one is directly harmed could cause a biased
estimate of the effect of violence. The first concern of this type is that among those who
are directly harmed during an attack, the chances of death are higher. It seems plausible,
however, that among those who are directly harmed, whether they survive that injury or
not, is unrelated to their potential attitudes. Likewise, among those who are not harmed,
whether they survive is surely uncorrelated with their attitudes. As long as this reason-
able assumption holds, then the higher death rate among those who are injured does not
introduce a bias.

Estimating the incumbency effect when candidates don’t rerun.
Does sensitivity analysis. Or does sens go in the reverse direction. You need to know

who would have survived in both groups.
If death is probabilistic-The more survivors you have, the better.
If death is determined-The less survivors you have, the better?
Two separate parameters-Survivors and total group.

When Units are Groups

Jha and Wilkinson (2012)-Look at how variation in combat experience across districts
affected the degree of ethnic cleansing that happened in the partition.

Lyall
Approaches that Use Covariates

1. Principal Stratification (Rubin 2006)

2. Imputation

“The proper analysis of complicated randomized experiments can often take on many
of the features of the proper analysis of nonrandomized (observational) data; in both,
covariates play an important role”-Rubin 2006
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Table 1. Different Scenarios for Studies Facing Attrition

Degree of Information Type of Attrition Level of Question
1. Known Units 1. Missing Outcomes 1. Individual Effects
2. Known Proportions 2. Undefined Outcomes 2. Group Averages
3. No Information 3. Known Mixture
about Lost Units 4. Unknown Mixture

Question: How much progress can you make without using the covariates?

Argument: There is no single approach that should be used anytime researchers have
an attrition problem. The best approach depends on the question of interest, the type of
attrition, and the available data.

Notation

Each unit’s potential outcome under treatment and control can fall into one of four
categories.

1. Observed (D = 1, O = 1)

2. Missing (M) (D = 1, O = 0)

3. Undefined (U) (D = 0, O = 0)

4. Unspecified (NA) (D =?, O = 0)

5. Lost (D =?, O = 0)

Let D ∈ {0, 1} denote whether an outcome is defined and O ∈ {0, 1} denote whether an
actual value is observed.

2. Defining the Treatment Effect

Degrees of the Attrition Problem

1. Know all the units that were originally in the sample

2. Do not know all the units, but know the expected ratio between the treatment and
control groups

3. No information about the relative sizes of the treatment and control groups
Types of Attrition
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1. Missing Outcomes (M)

2. Undefined Outcomes (U)

3. Known Mixture (M, U)

4. Unknown Mixture (M, U, NA)
Level of Question

1. Individual Effects (RATE)

2. Group Averages (DIWA)
Purpose of Difference in World Averages

Scenario: Military Draft

Question: How does military service affect nationalism?

Political scientists would probably care most about the RATE.

Dictators would probably care most about the Difference in World Averages.

{1,2,2}, {2,2,2}, and {3,2,2} are (the only) scenarios where the parameter of interest
(DIWA) is identified.

1. Transform the Outcomes ({1,2,1})

2. Bound Parameter ({1,1,1}, {1,1,2}, {1,3,2}, {1,4,2})

3. Sensitivity Analysis ({1,1,1}, {1,1,2}, {1,3,2}, {1,4,2})

4. Transform and Bound ({1,3,1}, {1,4,1}, {1,3,2}, {1,4,2})

5. Transform and Sensitivity Analysis ({1,3,1}, {1,4,1}, {1,3,2}, {1,4,2})

6. Recover Lost Units ({2,X,X} → {1,X,X})

These strategies cover every scenario except {3,X,1}.
Stopped after this slide.
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