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ABSTRACT. Controversies like the “Freedom Fries” dispute between the
United States and France over Iraq suggest that nationalistic tensions can
disrupt international trade. We use a natural experiment to investigate this
possibility. Building off recent research that uses international sports as a
source of nationalism, we examine whether countries trade less with each
other when they are randomly assigned to compete at the World Cup (n=3165
pairs). We find a notable effect, especially when soccer is the most popular
sport for both sides. Further, countries that barely lost tended to be much
more likely to import less than countries that barely won, suggesting evi-
dence of a “sore loser” effect. Countries that tied more closely resembled
bare losers than bare winners. These results highlight the potential for na-
tionalistic antagonisms to disrupt global markets, particularly when one or
both sides feel like they have not prevailed in the dispute.
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Many view nationalism as a source of conflict and discord in international relations

(Mearsheimer 1990; Rosato 2003; Walt 2011; Kertzer et al. 2014; Gruffydd-Jones 2017;

O’Leary and Sambanis 2018). Scholars argue that it played an important role in lead-

ing states to war on a number of occasions, including in the Napoleonic Wars, the Wars

of German and Italian Unification, the conquests of Imperial Japan and Germany, and

the Balkan Wars (Posen 1993; Van Evera 1994; Cederman, Warren, and Sornette 2011;

Schrock-Jacobson 2012). In the economic realm, some argue that the recent rise of na-

tionalistic animosities around the world could disrupt the global economy (Fuller 2016;

McFadden 2017; Rankin 2019). For example, political disagreements between the United

States and some of its closest trading partners, including Mexico, China, and Germany,

could impact these countries’ economic relations (Malkin 2017; Ip 2018). Furthermore, a

rise in nationalistic tensions between EU member countries might disrupt trade in Europe

beyond Brexit (Smith 2016; Kempe 2018; Rankin 2019).

Could nationalistic passions actually cause significant economic turbulence, or are they

unlikely to have much of a meaningful impact on international trade? Several recent stud-

ies raise concern that nationalistic animosities can disrupt trade between countries. For

example, one notable article find that the “Freedom Fries” dispute between France and

the U.S. over the Iraq War led to a 9% drop in trade between the two nations (Michaels

and Zhi 2010). A number of other studies have identified trade disruptions caused by po-

litical disputes between Japan and China (Fisman, Hamao, and Wang 2014; Weiss 2014;

Che, Du, Lu, and Tao 2015; Luo and Zhou 2019). For instance, trade between the two

countries diminished sharply after the Japanese government authorized the use of a his-

tory textbook in 2005 that whitewashed Japanese atrocities during World War II (Fisman,

Hamao, and Wang 2014). The tendency for nationalism to cause trade disruptions has
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also been documented in several other contexts as well. One recent study finds that the

2010-2014 sovereign debt dispute between Germany and Greece led to a sharp decline in

the sale of German cars in Greece, especially in regions where the Nazis carried out mas-

sacres during World War II (Fouka and Voth 2016). Another recent article finds that U.S.

soft drink sales dropped substantially in seven Middle Eastern countries during the Iraq

War (Clerides, Davis, and Michis 2010). Similarly, Du, Ju, Ramirez, and Yao (2017) find

further evidence that nationalistic animosities can cause temporary drops in trade when

they look at China’s trade relations with a number of countries, including France, India,

Russia, and the United States.

These studies provide important evidence that nationalist tensions can undermine trade

between countries, but their focus on individual cases has two limitations. First, when it

comes to analyzing any given political dispute, establishing a clear causal relationship can

be difficult. This is because drawing causal inferences in such contexts requires specula-

tion about counterfactuals. For instance, in the “Freedom Fries” example, it is straightfor-

ward to show that the United States and France experienced a drop in trade between 2002

and 2003. However, it is more difficult to know what would have happened to their trade

levels had the dispute over the Iraq War never taken place. How much their trade would

have increased or decreased is ultimately unknown. This makes it hard to be certain ex-

actly how the nationalistic tensions affected trade. Second, even when such studies make

very compelling causal arguments, which they sometimes do, the fact that they focus on

single cases raises questions about the generalizability of their findings. It is therefore

difficult to know whether these studies provide a good representation of how nationalistic

animosities influence trade more generally, or whether the cases that they focus on are

outliers.
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In this paper, we conduct the first large-N statistical test of how nationalist antagonisms

affect trade relations between countries. Such an analysis has been difficult to carry out

because there is no existing dataset that tracks levels of nationalistic animosities between

countries. Moreover, even if there was one, it would still be hard to show that nationalis-

tic tensions had a causal impact on trade because of the potential for confounding, which

would likely be present in such a dataset. To overcome these challenges, we employ a nat-

ural experiment. Specifically, we examine whether countries are more likely to experience

drops in trade if they are randomly assigned to compete against each other at the World

Cup. The World Cup is widely viewed as a very powerful source of nationalist animosities

(Orwell 1945a; Cha 2009; Markovits and Rensman 2010; Vincent et al. 2010; Bertoli

2017). Given its association with nationalism and the fact that it features a clear random-

ization scheme, it provides an excellent opportunity to study how nationalist antagonisms

influence trade.

Our study is possibly the largest natural experiment in history in terms of the sheer

number of people involved. Specifically, we look at 3165 pairs of countries from 1930-

2014 that either played against each other at the World Cup or could have played against

each other. These countries were first put into pots, and then they were randomly drawn

out of the pots to make groups. As we explain in more detail in Section II, this format

can easily be analyzed using randomization (or permutation) inference. Randomization

inference is a classic experimental method that was first introduced by R.A. Fisher in his

famous “Lady Tasting Tea” study (Fisher 1937). It produces valid hypothesis tests in cases

where the randomization process is well-understood. Thus, the World Cup provides both a

large enough sample size and the analytical leverage to investigate how trade patterns can

change due to temporary spikes in nationalistic animosities.
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We find that the pairs of countries that competed against each other at the World Cup

were much more likely than normal to experience drops in trade. Overall, our estimates

suggest that World Cup competition increases the likelihood that two countries will expe-

rience a drop in trade by about 4.1 percentage points (or 11.4% from baseline). Phrased

another way, our results indicate that the World Cup caused about one out of every 24 pairs

of countries that played against each other to experience a drop in trade that would not have

occurred if they had not played at the World Cup. This estimate is rather small compared

to the effect found in the “Freedom Fries” study and some of the other articles on nation-

alist antagonisms and trade. Had our effect size been similar, we would have seen most of

the countries that played at the World Cup experience a drop in trade. Nevertheless, our

findings remain important for two key reasons. First, they provide quantitative, causally

identified evidence that nationalistic animosities do have a discernible impact on trade re-

lationships. Second, the effect that we find is substantively important given how many

countries play at the World Cup. In total, we estimate that the World Cup caused about 36

pairs of countries to experience drops in trade that would not have occurred without the

World Cup. Therefore, the World Cup itself has a meaningful impact on the international

economy.

Building on sociological and social psychological theories of identity (Tajfel and Turner

1979; Goff 2000), we theorize why nationalism triggered by the World Cup depresses

trade. We argue that the World Cup primes people to think of the countries that their na-

tional teams play against as rival nations. This can result in people discriminating against

products from those countries for three main reasons. First, it could make them perceive

those products as inferior. Second, it could make them feel like they have an obligation to

resist the economic and cultural influence of the rival country. Third, it could give them
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a general aversion toward products from that country, simply because buying or owning

such products could cause cognitive dissonance. These three causal pathways could lead

to, for example, a World Cup game between France and Germany making people in Ger-

many less likely to buy French wine and people in France less likely to buy German beer.

In addition to these individual-level mechanisms, high levels of nationalist animosities

within a country could create social pressures for people to resist buying products from

the rival nation. Specifically, people could fear that buying imports from the rival country

could cause them to face social sanctions by other members of their nation.

We also find that our results are driven by pairs of countries where soccer is the most

popular sport for both sides. The estimates suggest that competing at the World Cup in-

creases the likelihood that these countries will experience a drop in trade by about 5.5

percentage points (or 16.0% from baseline). This finding bolsters the credibility of our

results, since we would not expect World Cup competition to lead to import drops for

countries like the United States that do not take soccer very seriously. In fact, we found

that these countries tended to actually import more from the nations that they were ran-

domly assigned to compete against at the World Cup. We believe that this tendency could

be explained by priming. For instance, if the United States is randomly assigned to play

against Japan, it may make Americans more likely to go to Japanese restaurants and pur-

chase other Japanese goods for some period around the time of the World Cup.

In addition, we find that losing makes countries much more likely to import less from

their competitors than winning. Looking at close games that were decided by one point or

less, where the outcome was plausibly random, we find that winners experienced a drop

in imports about 33.1% of the time, whereas losers experienced a drop in imports about

44.3% of the time (n=339). This “sore loser” effect accords with findings in psychology
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that losers tend to be more likely to harbor feelings of resentment than winners (Kerr and

van Schaik 1995; Wilson and Kerr 1999; Wobker 2015). Meanwhile, countries that tied

experienced a drop in imports about 40.8% of the time (n=228), making their behavior

closer to the reaction of losers than winners.

Beyond providing the first large-N statistical evidence that nationalism harms trade re-

lations between countries, this paper contributes to the social sciences in three ways. First,

it adds to a much broader research program on the non-material determinants of economic

behavior (Kahneman, Knetsch, and Thaler 1991; Fehr and Gächter 2000; Rho and Tomz

2017). This literature demonstrates that economic behavior is influenced by many other

factors besides material considerations. Second, it contributes to a growing body of re-

search on how major sporting events affect society. Recently, large spectators sporting

events have been linked to spikes in domestic violence (Deakin 2007; Rees and Schnepel

2009; Quigg, Hughes and Bellis 2012), government corruption (Maennig 2002; Dorsey

2016), and military conflict between countries (Markovits and Rensman 2010; Bertoli

2017). This study highlights another important and concerning consequence of spectator

sports. Third, because the outcomes of the World Cup games can easily be categorized as

wins, losses, or ties, our research design allows us to make the first examination of how the

actual outcomes of nationalist battles impact the way that countries respond. Specifically,

we are able to investigate whether winning and losing affect state behavior in different

ways.

Our paper proceeds as follows. In Section I, we outline the theoretical pathways by

which nationalist animosities could cause trade disruptions. In Section II, we explain our

research design in more detail. In Section III, we present our main results and show that

they hold for a number of important robustness checks. In Section IV, we perform some
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key design checks to verify that our empirical strategy worked and that our results are

trustworthy. The concluding section considers the implications of our findings for con-

temporary developments in world politics and discusses some avenues for future research.

Section I: Theoretical Framework
As a starting point, let us clarify what we mean by the term “nationalism,” which often

gets used in a variety of ways. When we use the term, we are referring to a chauvinistic

attachment to one’s nation-state. This definition corresponds to how the term commonly

gets used inside and outside academia (Orwell 1945b; Anderson 1983; Hobsbawm 1990;

Greenfeld 1993; Gruffydd-Jones 2017; Bertoli 2017). In this way, nationalism differs from

patriotism, which is commonly defined as pride in one’s nation (Kosterman and Feshbach

1989). Since patriotism involves positive feelings toward one’s own national community

without the denigration of outsiders, it is often viewed as a much more virtuous and benign

form of national attachment than nationalism.

How might nationalism affect broad patterns in consumer behavior? As the prominent

sociologist Pierre Bourdieu (1984) argues, we are defined by what we buy. Teenagers buy

certain apparel to appear “cool,” and aspiring members of the middle class buy houses

in particular areas to signal their new socio-economic status. In a globalized world, con-

sumption of foreign goods, television programs and music is associated with the emer-

gence of a global culture, if not a cosmopolitan identity (Falk 1999; Goff 2000; Holton

2000; Parameswaran 2002). Nationalism could therefore make people less inclined to buy

foreign goods that come from countries that they view as competitors or adversaries to

their nations.
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This hypothesis builds on Social Identity Theory, which was first developed by Tajfel

and Turner (1979). Social Identity Theory seeks to explain how inter-group conflict and in

particular in-group favoritism arise. The basic premises of the theory are that individuals

strive for positive self-esteem and that their self-assessment is tied to the status of their

group memberships. Importantly, positive social identity is largely based on favorable

comparisons that can be made between one’s in-group and a relevant out-group.

The key term here is “relevant.” In experimental studies, respondents face clearly de-

fined and exhaustive group categories assigned by researchers. This experimental design

ensures that the respondents have a clear sense of the relevant out-group. The real world,

however, is complicated by history, culture, and evolving events. Individuals often have

multiple group memberships, and it is rarely obvious which out-group is the relevant out-

group for a given in-group. We could hardly apply social identity theory to analyze the

significance of nationalism for international economic relations before theorizing which

would be the relevant out-group against which we define our in-group (e.g., our nation).

According to Festinger (1954), we are more likely to compare our in-group to an out-

group that is similar to us. Comparing apples to oranges is hardly a meaningful exercise.

From this perspective, the famous Harvard-Yale rivalry is driven by the two institutions’

similarities: they are both elite universities on the East Coast that have educated American

leaders. This argument is intuitive, but it is also incomplete. The problem is that there

are often many potential out-groups that are similar to one’s in-group. For example, in

the case of the Harvard-Yale rivalry, the similarity argument cannot explain the puzzle of

why Princeton–which is very similar to Harvard and Yale in many ways–is not part of the

rivalry.
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One likely explanation for the specific choice of out-group involves priming, which

refers to “the activation of various mental constructs unbeknownst to individuals via per-

ception of external stimuli” (Bargh and Williams 2006; Weingarten et al. 2016). While

individuals are often goal oriented and based their choice of action on conscious deci-

sions, studies in psychology have shown that people’s actions are often shaped by subtle

cues that prime their unconscious minds. In one of these studies, researchers find that

showing the subjects from the treatment group a picture of a library and asking them to

go to the library after the experimental session caused them to pick out words such as

“quiet” in lexical decision task and speak more softly during the experiment (Aarts and

Dijksterhuis 2003). This “library study” highlights how the invocation of a situation can

powerfully shape individual cognition and behavior.

In the context of inter-group conflict, this highlights the possibility for inter-group ten-

sion in one domain to spill over and shape cognition and behavior in another domain.

Given our susceptibility to cues, a seemingly unrelated “conflict”–which could be as “triv-

ial” as a rivalry during the Eurovision song contest–could prime people to think about a

particular group as the relevant out-group and subsequently trigger denigration of that rel-

evant out-group. Furthermore, individuals may readily “transfer” the in-group biases they

hold against an out-group in one domain to another domain. For example, a fervent Ger-

man soccer fan who believes that the German World Cup team is better than an opposing

French team is very likely to also believe that German cars are better than French cars.

Thus, studies of priming suggest that inter-group conflict in one realm (e.g. sports, music,

and politics) could therefore shape inter-group relations in another realm (e.g. economics).

Along with making people biased toward goods from the opposing nation, this priming

could also make them reluctant to take any action that would benefit the members of those
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nations economically (Balabanis et al. 2001; Mansfield and Mutz 2009). Thus, they may

prefer to purchase goods that were produced domestically or that come from countries that

have better relations with their nation. By doing so, they are supporting other individuals

who they perceive to be on their own side as opposed to the members of a rival nation-state.

For instance, consider the disputes between China and Japan that we discussed at the

beginning of this paper. No doubt, the drops in trade and nationalist boycotts could partly

be explained by biases on both sides toward products from the other country. For instance,

the denigration of the Japanese as an “out-group” could cause Chinese consumers to look

down on everything associated with Japan, including Japanese imports (e.g. “Japanese

cars are really not that safe”). These nationalist Chinese consumers would then be less

likely to buy Japanese imports because their opinion of those imports would be lower due

to out-group denigration. On the other hand, even people who are not susceptible to such

bias might still resist buying products from the rival country because they would prefer not

to help a business from that country benefit economically.

Nationalist antagonisms could also give people a general aversion toward buying or

owning products associated with the rival country because doing so could cause cognitive

dissonance. Such actions could conflict with how a person thinks about themselves and

their identity. For example, it would be very strange for a person who had just attended

a political rally against a particular nation to then go dine at a restaurant that serves food

from that nation.

In addition to these mechanisms, which primarily act at the individual-level, there is also

a communal-level mechanism that could affect people’s economic behavior. Specifically,

people may worry that consuming imports from rival countries could have social conse-

quences. This is because buying or owning products from a country that is widely viewed
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as a competitor could signal to others that one is not a committed member of the nation

and therefore encourage sanctions from nationalists. For instance, in the China-Japan case,

Chinese individuals with Japanese cars have often been attacked by the protesters during

anti-Japanese demonstrations (Weiss 2014). Consequently, even non-nationalistic individ-

uals might have good reason to discriminate against products from a rival country if they

are surrounded by fervent nationalists.

In sum, there are strong theoretical reasons for believing that nationalist animosities

could cause people to become less willing to buy goods from a rival country. It could lead

them to perceive products from that country as inferior, make them resist its economic

and cultural influence, and give them a general aversion toward goods from that country.

Furthermore, it could create social pressures that could influence people’s economic be-

havior, even if they are not particularly nationalistic themselves. In the next section, we

will outline an empirical strategy for testing how nationalistic animosities affect trade.

Section II: Research Design
The Natural Experiment. To test the hypothesis that nationalist animosities can disrupt

trade between countries, we look at the World Cup. The first major advantage with using

this approach is that it provides an avenue to study nationalism, which has been a very

difficult topic to investigate empirically because of significant data limitations. The central

problem impeding quantitative research in this area has been that social scientists lack a

comprehensive dataset that tracks levels of nationalistic animosities between countries.

However, many scholars acknowledge that major international soccer tournaments often

make nationalistic tensions much worse, especially for countries where soccer is very

popular (Orwell 1945a; Maguire, Poulton, and Possamai 1999; Garland and Rowe 1999;
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Tzanelli 2006; Cha 2009; Markovits and Rensmann 2010; Vincent et al. 2010; Gift and

Miner 2017).

For example, Bertoli (2017) explores seven prominent cases where nationalist animosi-

ties from international soccer games led to military or political conflict between countries.

The most famous of these cases was the 1969 Soccer War between El Salvador and Hon-

duras, where soccer riots sparked a military conflict that resulted in the deaths of about

2000 people. A more recent case was the 2009 Egypt-Algeria World Cup qualification

dispute, where soccer violence seriously damaged relations between the two governments.

Another was the 2014 Serbian-Albanian drone conflict, where a soccer riot exacerbated

tensions between Serbian and Albanian leaders. Other scholars have identified the poten-

tial for international soccer to increase nationalistic antagonisms across a wide range of

contexts (Orwell 1945a; Hitchens 2010), including the 1996 Euro Cup (Maguire, Poulton,

and Possamai 1999; Garland and Rowe 1999); the 2004 Euro Cup (Tzanelli 2006), and

the 2006 World Cup (Vincent et al. 2010).

The second advantage of using the World Cup is that the group stage randomization

process, which has been in place since the first World Cup in 1930, provides us with a

natural experiment where certain pairs of countries were randomly assigned to compete

against each other. This natural experiment also has a very large sample size (n=3165

pairs). Therefore, if nationalism from World Cup competition does undermine trade be-

tween countries, then it should be fairly straightforward to identify this effect in the data.

Over the entire history of the World Cup, the basic format of the group stage random-

ization process has been essentially the same. First, each participating country is put into

one of four pots. These pots are usually based on geography, although there is sometimes

a pot that contains the highest ranked teams in the world. Next, groups are created by
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Figure 1. Pots and Groups for the 1994 World Cup
Pots for the 1994 World Cup

Pot 1 Pot 2 Pot 3 Pot 4
United States Bulgaria Greece Cameroon

Germany Ireland Norway Morocco
Argentina Netherlands Sweden Nigeria
Belgium Romania Switzerland Bolivia

Brazil Spain South Korea Colombia
Italy Russia Saudi Arabia Mexico

Groups for the 1994 World Cup
Group 1 Group 2 Group 3 Group 4 Group 5 Group 6

United States Brazil Germany Argentina Italy Belgium
Romania Russia Spain Bulgaria Ireland Netherlands

Switzerland Sweden South Korea Greece Norway Saudi Arabia
Colombia Cameroon Bolivia Nigeria Mexico Morocco

Notes: Each of the eight groups was constructed by randomly selecting one country
from each pot. Countries assigned to the same group played against each other in the
group stage. This draw took place in December of 1993. The draws typically occur
in the December or January prior to the World Cup.

randomly selecting one team from each pot. The purpose of this format is to ensure that

the teams in each group are geographically diverse. Figure 1 shows the pots and groups

for the 1994 World Cup, and the details from all other World Cups are provided in the

Online Appendix.

Because half of the World Cup participants failed to advance to the knockout stage,

the selection of groups largely determined which countries played each other at the World

Cup. Two countries that were selected into the same group were guaranteed to play against

each other, whereas two countries that were not had on average about a 5.1% chance

of meeting in the knockout stage. Thus, group selection was key to determining which

countries played head-to-head.
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The random assignment of countries to groups created a natural experiment that allows

us to estimate how World Cup competition affects bilateral trade. Roughly speaking, we

can do this by comparing the pairs of countries that were randomly assigned to play against

each other to the pairs of countries that could have been randomly assigned to play against

each other but were instead assigned to different groups. The pairs of countries that were

selected to play against each other comprise the treatment group, whereas the other pairs

can be thought of as the control group.

The only complication here is that the likelihood of being selected to the same group

was not equal for all pairs of countries, simply because the size and format of the World

Cup has varied slightly over the years. Had the assignment probabilities all been equal,

estimation would have been trivially easy. Nevertheless, since the randomization scheme

for each World Cup was well-documented, we can still handle this issue of unequal as-

signment probabilities with randomization (or permutation) inference. We will discuss

how this can be done in more detail after we explain the outcome variable we chose to use.

Outcome Variable. As previously mentioned, our outcome variable is whether pairs of

countries experienced a drop in trade during the World Cup year (compared to the previous

year). Thus, the outcome variable is binary. Pairs of countries either experienced a drop in

trade or did not. We preferred this outcome over the absolute change in trade or the per-

centage change in trade because these other two measures severely upweight certain types

of countries in the dataset. For example, when the absolute change in trade is used, the

results are driven by pairs of countries that tend to have very high levels of trade. A small

change in trade for them counts as a large one in absolute terms, whereas more noticeable

changes for countries that have much lower levels of baseline trade mean little in absolute
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terms. The problem is exactly the reverse for percentage change. Two countries with a

very low level of baseline trade tend to have very large swings up or down each year in

terms of percent change. Meanwhile, pairs of countries that have very high baseline levels

of trade have much smaller trade fluctuations in percentage terms. Therefore, countries

with low levels of baseline trade drive the results when percent change is used. In contrast,

simply looking at whether pairs of countries experienced drops in trade essentially treats

all pairs the same regardless of whether they had high or low levels of baseline trade.

The data for trade was taken from the Correlates of War Trade dataset (v4.0), which

provides yearly bilateral trade data for most pairs of countries over the time period consid-

ered in this study (Barbieri, Keshk, and Pollins 2009; Barbieri and Keshk 2016). This data

primarily came from the International Monetary Fund records. Because the dataset lacked

trade data for a small percentage of our pairs of countries, we had to drop some of them

from our analysis. Of the 3713 pairs of nations that were randomly assigned or could have

been randomly assigned to play against each other in the World Cup group stage from

1930 to 2014, the dataset includes bilateral trade levels for 3165 of them (roughly 85%).

Of these 3165 pairs, 486 were randomly assigned to play against each other. As mentioned

before, the remaining 2670 can be viewed as our “control” pairs.

Because we look at aggregate yearly trade data rather than trade in specific sectors, our

outcome variable should capture discrimination in any sector of the economy. Using ag-

gregate trade data also keeps our article consistent with many past studies on nationalistic

animosities and trade, which find that nationalistic antagonisms adversely affected aggre-

gate trade flows in a number of specific cases (Michaels and Zhi 2010; Che, Du, Lu, and

Tao 2015; Du, Ju, Ramirez, and Yao 2017). Thus, focusing on total bilateral trade flows

between countries follows the precedents set in past research on this subject.
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Randomization Inference. To analyze the data, we use the standard approach when deal-

ing with a complicated randomization scheme, which is randomization (or permutation)

inference. Randomization inference is a classic statistical method that was famously illus-

trated by R.A. Fisher in his famous Lady Tasting Tea experiment (Fisher 1937). It remains

commonly used today because of its ability to handle contexts where units have unequal

and correlated probabilities of treatment assignment (Ho and Imai 2006; White, Laird, and

Allen 2014; Hager, Krakowski, and Schaub 2019; Young 2019; Dahlgaard 2019).

The first step of randomization inference is to calculate the test statistic, or average

outcome of interest, for the real data. In our case, this is the total percentage of the 486

pairs of group-stage competitors that experienced a drop in trade. The next step is to test

whether this percentage is unusually high. We can do this by redoing the randomization

many times and calculating the percentage of pairs of countries that experienced a drop in

trade in each of these hypothetical scenarios.

If the treatment, in this case World Cup competition, had no effect on the outcome, then

the average outcome for the real randomization should be pretty similar to the average

outcomes in the hypothetical randomizations. After all, if the treatment did not impact the

outcome, then which units were actually assigned to treatment or control should have no

bearing on the outcome. On the other hand, if the treatment did have a meaningful effect,

then we should expect the average outcome in the real randomization to look different than

the ones in the hypothetical randomizations.

Control Variables. Although we have a natural experiment that does not necessitate co-

variate adjustment, we do run supplementary tests where we control for some important

baseline factors. We do this as a robustness check, as is common for natural experiments
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(Lyall 2009; Getmansky and Zeitzoff 2014; Carnegie and Marinov 2017; Hangartner et

al. 2019). Since randomization ensured that the control variables were independent of the

treatment, we expect our results to change very little after controlling for baseline factors.

At most, this type of adjustment should merely increase statistical power.

The covariates that we include are the natural log of the distance between the two coun-

tries, whether the countries were contiguous, whether one or both of the countries were

members of the GATT or WTO, whether one or both of the countries were EU members,

whether one or both of the countries were democracies, the religious similarity between

the two countries, whether the countries had a colonial history or were both colonies of

the same colonial power, whether the countries had an alliance in the previous year, and

whether the countries engaged in any military disputes against each other in the previous

year. We were able to obtain data on these control variables for all 3165 pairs of countries

in our sample. We got the data from the Correlates of War database (Stinnett et al. 2002;

Gibler 2009; Correlates of War Project 2016; Palmer et al. 2019), the CEPII database

(Head, Mayer, and Ries 2010), and the Polity IV database (Marshall, Gurr, and Jaggers

2013). Because this supplementary analysis is only a robustness check and is not at all re-

quired due to the randomization of treatment, we exclude control variables that we could

not find data on for all the pairs of countries in our sample. These include the GDP of the

two countries and the immigration flows between them.

To control for the baseline factors, we follow the standard procedures for covariate

adjustment when dealing with complex randomization schemes (Gail et al. 1996; Rosen-

baum 2002; Nolen and Hudgens 2011; Stephens, Tchetgen, and De Gruttola 2012). Specif-

ically, we use the covariates to estimate the baseline probability that each pair of countries

would experience a drop in trade, and then we perform randomization inference on the
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residuals. We also control for these variables using regression models, although the p-

values and confidence intervals for this approach are not guaranteed to be exact because the

regression models do not fully account for the structure of the randomization. Fortunately,

the results from the regression models closely resemble the results from our randomization

inference analysis, which does have correct p-values.

Section III: Results
Figure 2 shows the results in their simplest form. Specifically, it compares countries

that were randomized to play against each other in the group stage of the World Cup to

countries that could have been randomized to play against each other but were instead

selected to different groups. The left-hand side shows the results for all pairs of countries,

while the right-hand side shows the results for pairs of countries where soccer was the

most popular sport for both sides. In both cases, the pairs that were randomly assigned

to play against each other were much more likely to experience drops in trade than the

pairs that could have been assigned to play against each other but were not. Moreover, the

difference is much larger for the pairs where soccer was the most popular sport for both

sides.

To test how significant this difference is, we can compare the real data to 10,000 hypo-

thetical randomizations that were each generated following the same randomization pro-

cedures used by the World Cup organizers from 1930-2014. Figure 3 presents the results

from this analysis. The left-hand histogram shows the distribution of the percent of pairs

that experienced a drop in trade in the 10,000 alternative randomizations. As the gold hor-

izontal line shows, the true percent of pairs of countries that experienced a drop in trade,
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Figure 2. Pairs of Countries That Were Randomly As-
signed to Play in the World Cup Group Stage Were
More Likely to Experience Drops in Trade (1930-2014)

36.88%

40.95%

37.13%

42.62%

Difference = 4.07% Difference = 5.49%

35%

40%

45%

Could Have Played
(n=2679)

Played
(n=486)

Could Have Played
(n=2246)

Played
(n=420)

P
er

ce
nt

 o
f P

ai
rs

 o
f C

ou
nt

rie
s 

T
ha

t
E

xp
er

ie
nc

ed
 a

 D
ro

p 
in

 T
ra

de

All Pairs Pairs Where Soccer Was the Most
Popular Sport for Both Sides

40.9%, is substantially larger than the percentages for the vast majority of hypothetical

randomizations (one-sided p-value=0.034, n=3165). Overall, these results suggest that

when two countries play against each other at the World Cup, it increases the chances that

they will experience a drop in trade by 4.1 percentage points (or 11.4% from baseline).

Meanwhile, the right-hand histogram shows the results for pairs of countries where soccer

was the most popular sport for both sides. The results suggest that group stage competition

increased the chances that these pairs of countries would experience a drop in trade by 5.5

percentage points (or 16.0% from baseline) (one-sided p-value=0.011, n=2666).
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Figure 3. Testing How the World Cup Affects Trade
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These results prove very robust. For example, they hold after controlling for all of

the baseline factors discussed in the previous section. Following standard practice, we

controlled for these factors by first creating a regression model that used the covariates to

predict the likelihood that countries would experience a drop in trade during the World

Cup year. We then calculated the residuals from that model and performed randomization

inference on those residuals. This method is guaranteed to produce the correct p-value

under the null hypothesis of no treatment effect (Rosenbaum 2002; Nolen and Hudgens

2011). It should also have slightly more statistical power than our first randomization

inference test, which did not have any covariate adjustment. As expected, the results hold

for this approach. The one-sided p-value for all pairs drops from 0.034 to 0.025, and the

one-sided p-value for the pairs of countries where soccer was the most popular sport for

both side drops from 0.011 to 0.008.

Figure 4 shows the results when they are put into a standard regression model. We

included year fixed-effects, since the probability that two countries would be randomly
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Figure 4. Regression Results
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Notes: The regression estimates are from a linear probability model. The
outcome variable is whether the pairs of countries experienced drops in
trade during the World Cup year. The thick lines represent the 90% con-
fidence intervals, and the thin lines represent the 95% confidence intervals
(both are two-sided). Also, fixed effects are included for years, since the
probability that two countries would be randomly assigned to play against
each other varied over the World Cup years. The results also hold if fixed
effects for country pairs are included.
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assigned to play against each other decreased substantially as the number of countries that

participated in the World Cup increased over time. The confidence intervals are from two-

sided tests, and we also standardized all of the regressor variables here to make it easier

to compare them. The two-sided p-value for the effect of being randomized to play in the

group stage is 0.079 for all pairs and 0.035 for pairs of countries were soccer was the most

popular sport for both sides. The increase in the p-values is primarily due to changing from

a one-sided to two-sided test. Moreover, when we include fixed effects for country-pairs,

the two-sided p-values are statistically significant for all pairs (p=0.028) and pairs where

soccer was the most popular sport for both sides (p=0.012). This approach draws the

inference from within-pair variation across different World Cup years. We remind readers

here that, unlike the previous approaches, the p-values for these regression models are not

guaranteed to be exact. The key reason is that this approach does not fully account for the

complex structure of the randomization process, as our randomization inference tests did.

Moreover, the coefficients for all of the regressors besides playing in the World Cup

group stage should be interpreted as predictive rather than causal, since these factors were

not assigned randomly to countries. Nevertheless, we can draw some interesting conclu-

sions from comparing these estimates. For instance, the impact of playing in the World

Cup group stage appears to be much smaller than the impact of having a military dispute

in the previous year. Of course, it is important not to gloss over the effect of the World

Cup, since so many countries play against each other in that tournament. A relatively small

effect compounded hundreds of times is substantively important.

Before moving on, we would like to address two potential concerns with this regression

analysis. First, when dealing with a binary outcome variable like the one we have in this
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study, we understand that scholars disagree about whether it is best to use a linear prob-

ability model, logistic regression, or a probit model (Mood 2010; Best and Wolf 2015).

Our p-values are nearly identical for all three approaches. We present the results from the

linear probability model in Figure 4 because they are the easiest to interpret.

Second, in recent years there has been increased concern that quantitative scholars se-

lectively pick certain covariates to include in their regression models to make the results

appear as persuasive as possible (Simonsohn, Nelson, and Simmons 2014a; Simonsohn,

Nelson, and Simmons 2014b; Meyer, Van Witteloostuijn, and Beugelsdijk 2017). To as-

suage this concern, authors often include the results from several models with different

sets of covariates. However, even in these cases authors may still only be presenting

models that confirm their theory while hiding ones that have insignificant results. There-

fore, instead of providing the results from more models here, we created an algorithm that

randomly selected different combinations of covariates and checked to see if the results re-

mained significant for each of them (Hainmueller and Hangartner 2013). Following their

procedures, we randomly selected 10,000 different sets of covariates and tested whether

the results were statistically significant for each model.

The results remained significant at the 5% level 95% of the time for pairs where soccer

was the most popular sport for both sides (two-sided test). For all pairs, where the two-

sided p-value in the fully loaded model was p=0.079, the results remained statistically

significant at the 10% level 88% of the time. We should note here that the model presented

in Figure 4 includes all of the covariates that we were interested in, and we did not exclude

any covariates based on how they affected the results. Therefore, our findings are very

robust to different model choices. This is not very surprising, because controlling for
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baseline factors should matter very little for a natural experiment where the sample size is

as large as the one in this study.

The results for the pairs of countries where soccer was the most popular sport for both

sides also proved robust when using other baseline levels of trade. In our main analyses,

we counted a pair of countries as experiencing a drop in trade if its total trade the year of

the World Cup was less than its total trade the year before. However, if its trade level the

year before was abnormally low or high, then this measure could be misleading. Therefore,

we tested if our results held when the baseline level of trade was changed to the average

amount of trade during the two years before, the three years before, the four years before,

and the five years before. For all of these new measures, the results were very similar. The

highest p-value for any of these baseline measures was 0.025 (one-sided), and in two of

the cases the p-value dropped. Therefore, the results were not very sensitive to this design

choice.

Before moving on, we present the raw data in Figure 5. The darker red lines represent

drops in trade, and the lighter blue lines represent trade increases. The map shows a high

frequency of trade drops, particularly between European and South American countries.

This pattern further illustrates the finding that the pairs of countries that take soccer most

seriously were more likely to experience a drop in trade from World Cup competition.

We next examine how the outcomes of games affected the ways that countries re-

sponded. Looking at countries where soccer was the most popular sport, Figure 6 il-

lustrates how the results vary for wins, losses, and ties. The graph focuses specifically on

close games (decided by one point or less), where the outcome of the game was plausi-

bly random. As the graph shows, the countries that lost were the ones that became much

less likely to import goods from the nations that defeated them (two sided p-value=0.032,
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Figure 6. Comparing Winners, Losers, and Countries That Tied

33.9%

44.2%
46.0%

30%

35%

40%

45%

50%

Winners Tied Losers

P
er

ce
nt

 o
f C

as
es

 W
he

re
Im

po
rt

s 
D

ro
pp

ed

Notes: This graph shows the results for games that were decided by one point
or less, since the outcomes of those games were plausibly random. It also only
includes countries were soccer was the most popular sport. The results are very
similar when countries where soccer was not the most popular sport are included.

n=329). Countries that tied were in between the winners and losers, although closer to the

losers. The results look very similar when countries where soccer is not the most popular

sport are included (two-sided p-value=0.037, n=352).

This set of findings is unsurprising given our theoretical framework. While citizens

from all countries that played against one another in the World Cup are subject to social

competition driven by nationalism, how the World Cup shapes consumer behavior should

differ depending on the outcome of the game. Recall that according to social identity

theorists, individuals strive for positive self-esteem, which is tied to the status of their

group relative to the out-group. When a nation prevails over its World Cup rival, its citizens

could focus on their nation’s achievement on the soccer field as prime fodder to denigrate

the rival nation in order to boost their own positive self-esteem. There is less need for

those citizens to denigrate imports from the rival nation for status purposes.
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In contrast, when a nation lusts to its World Cup rival, its citizens would find it difficult

to construct a narrative of national superiority relative to the victorious nation centered

around soccer. Consequently, citizens from the losing nation are likely to focus on other

inter-group differences in order to boost their in-group’s status, from food (e.g. “Italy has

better cheese than France”) to fashion (“Italian fashion houses design better dresses than

the French grand couturier”). These creative attempts at boosting in-group status could

easily spill over to the arena of consumption and reduce a losing nation’s imports from

the victorious nation. Furthermore, we should also expect citizens from nations that tied

during the World Cup to denigrate their rival nations’ imports and therefore import less in

order to boost their group status. This is because, in this case, as in the case of losing to

a World Cup rival, the citizens would find it difficult to construct a narrative of national

superiority based on their nation’s soccer field performance.

Section IV: Design Checks
In this section, we will perform a number of important tests to check that the research

design worked. Although the countries were randomly assigned to play against each other,

we still want to make sure that the data looks like it was generated by a random process.

For instance, it is possible (although we believe very unlikely) that the selection of World

Cup groups may have been fixed. Even if was not, it still may have resulted in a very

abnormal randomization simply by chance. Our design checks will alleviate concerns

about either of these possibilities.

Our first design check involves running placebo tests on the pre-treatment covariates.

These factors come the year before the World Cup, so they should not be correlated with
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the randomly assigned treatment. Thus, the p-values for these covariates should be uni-

formly distributed between 0 and 1. Moreover, we should expect about 10% of them to be

statistically significant at the 10% level and 5% of them to be statistically significant at the

5% level.

Figure 7 shows the distribution of these p-values. They appear to be uniformly dis-

tributed between 0 and 1, which lends support to the notion that the randomization oc-

curred as expected. Of the 13 covariates, none are significant at the 5% level and three are

significant at the 10% level, which is not too far from expectations. The results also hold

after controlling for these factors, so there is little concern here that our findings are driven

by imbalances in baseline covariates.

Of course, the factor that may perhaps be the most crucial baseline covariate is the

previous outcome–whether the pair of countries experienced a drop in trade the year before

the World Cup. Given the importance of this covariate, we tested for a drop in trade not

only the prior year, but also a number of other years preceding and following the World

Cup. When running this analysis, we focused specifically on the pairs where soccer was

the most popular sport for both sides, since that is where our key finding was. Figure

8 shows the results for this analysis. This figure essentially tracks the trade fluctuations

in the years before and after the World Cup for countries where soccer was the most

popular sport for both sides. The graph shows that these pairs were not abnormally likely

to experience trade drops in other periods. It was only during the World Cup year that they

became significantly more likely to do so. Therefore, we can be confident that these pairs

were not already very prone to experience declines in trade. It was only during the World

Cup year that they were much more likely than normal to experience a trade drop.
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Figure 7. Placebo Tests on the Covariates
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Figure 8. Testing for a Treatment Effect Over Time (Soccer Pairs)
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Notes: In the graph above, the thick lines represent the 90% confidence
intervals, and the thin lines represent the 95% confidence intervals.
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Lastly, we will look at the countries that won or lost by one point or less. In this case,

we know that treatment assignment was not perfectly random. The country with the better

team was more likely to win these games. Nevertheless, we can check how much this data

resembles the type of data that we would likely have seen from a random process.

Figure 10 plots the p-values for some important covariates. For this analysis, we look

at country-level characteristics (like GATT Membership and Military Expenditures) rather

than dyad-level characteristics (like ln(Distance) and Both GATT), which is why these

covariates differ from the ones in our previous analyses. Thus, we include some new

covariates like Independence Year, Military Expenditures, and Total Population that we

obtained from the Correlates of War database (Singer, Bremer, and Stuckey 1972; Singer

1987; Correlates of War Project 2017). The results in this graph look reasonably good,

with two factors being statistically significant at the 5% level.

The first imbalanced factor is EU membership. Specifically, EU members were much

more likely to win close games than non-EU members (p=0.014). The second imbalanced

factor is independence year (which is highly correlated with EU membership). Older

countries were more likely to win close games than younger countries (p=0.012). Finding

results like these are not altogether surprising, since we know that the outcomes of these

games were not entirely random. However, our results do hold after controlling for these

imbalances. In fact, they remain significant for about 94% of models that control for

random combinations of these covariates. Also, like before, we did not drop any covariates

based on how they influenced the results. Therefore, our findings that losers tended to be

the countries to import less does appear to be driven by baseline differences between the

two groups, even if who won and lost the games was not completely random.
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Figure 10. Placebo Tests for Winners and Losers
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Figure 11. Testing for the Effect of Losing
on the Likelihood of a Drop in Imports
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Note: In the graph above, the thick lines represent the 90% confidence
intervals, and the thin lines represent the 95% confidence intervals.
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Figure 11 looks at the estimated difference between the winners and losers in the years

before and after the World Cup. The losers were only significantly more prone to experi-

ence import drops compared to the winners in the World Cup year and Year -8. There is

also a large difference between the two groups two years before the World Cup (two-sided

p-value=0.006). Again, we acknowledge that the imbalances here are likely due to the fact

that who won and lost these close games was not entirely random. However, we believe

that because the data here looks fairly close to what we would expect in a randomized ex-

periment, with just a couple concerning imbalances, our analysis here does provide some

pretty strong evidence that the “sore loser” effect is driving our main results.

Conclusion
How do nationalistic animosities shape economic behavior and in particular patterns

of international trade? Although many believe that nationalistic antagonisms can disrupt

trade, there was previously no large-N, cross-national statistical test on the subject. This

paper fills the gap by examining a large natural experiment involving the World Cup. The

results provide strong evidence that nationalistic tensions can undermine trade between

countries. Specifically, we show that countries are significantly more likely to experience

drops in trade if they are randomly assigned to compete in the World Cup group stage.

Furthermore, this effect is particularly large for countries where soccer is the most popular

sport for both sides and for countries that lost or tied with their World Cup rivals. Lastly,

we discuss some evidence that the World Cup actually increased import flows for countries

where soccer is not the most popular sport. We explain our results with a nuanced theory of

group competition and international trade that is grounded in social identity theories. Our
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findings have implications for understanding when, why, and how non-material factors

shape economic behavior.

This paper also furthers the debate on nationalism and trade by moving beyond the

simple assertion that “nationalism disrupts trade.” We show that nationalism has a larger

effect on trade flows when countries compete in the international arena (even when such

competition is as seemingly “trivial” as soccer). This implies that the negative effect of

nationalism on international economic outcomes might be conditional on important situ-

ational factors, a topic that deserves further theoretical and empirical investigation. Our

findings suggest that while nationalism on its own may have limited impact on economic

outcomes, it could provide the fodder for international rivalry to spill over and shape in-

ternational economic exchange.

Taking stock, this paper is the first clearly identified, large-N statistical study on how

nationalistic animosities affect international trade. Furthermore, it has uncovered several

noteworthy causal relationships between nationalist antagonisms induced by the World

Cup and trade flows. These findings highlight the importance of investigating the condi-

tions under which nationalism will disrupt trade. The ambition of this paper is to encour-

age further studies into how ideational factors shape economic outcomes. At once, we are

both homo economicus and homo sociologicus.
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